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Alzheimer’s disease (AD), the most common neurodegenerative disorder 
worldwide, is the sixth most common overall cause of death in the US. It ranks 
third in health care costs in the US after heart disease and cancer, and claims an 
estimated $156 billion USD in direct and indirect costs annually (Wimo et al., 
2006). An estimated 13 million elderly will be diagnosed with dementia of the 
Alzheimer’s type (DAT) by the year 2050 in the US alone (Hebert et al., 2003). 
As a result of the global aging of the population of all developed countries, the 
socio-economic impact of DAT will continue to rise. By the time DAT is 
clinically diagnosed with current criteria, AD pathology has already spread widely 
in the brain. To ameliorate the personal and economic impact of DAT, we need to 
improve on our abilities to diagnose and treat patients as early as possible. This 
requires improved neuroimaging methods to track pathology in the living brain, 
and improved computational methods to identify factors that accelerate or resist 
disease progression. 

Mild cognitive impairment (MCI) is an intermediate cognitive state prior 
to dementia onset, in which people experience some cognitive changes but 
continue to do well in their daily activities. MCI carries a 4-6-fold increased risk 
of future diagnosis of dementia. Approximately 10-15% of MCI subjects 
transition into DAT annually (Petersen, 2007; Petersen et al., 2001) making the 
MCI state the single most important risk factor of future diagnosis of dementia. A 
number of pathologic reports have found extensive AD-type pathologic changes 
in the brains of MCI and cognitively normal elderly (Haroutunian et al., 1998; 
Price and Morris, 1999) suggesting that there is a long latent pre-dementia stage. 
Nowadays the AD research spotlight focuses increasingly on MCI and even on 
pre-MCI, as the pre-dementia or pre-symptomatic stages of DAT, respectively. 
This is because widespread neuronal and synaptic loss have usually already 
occurred by the time dementia can be diagnosed using current criteria.

As treatment is unlikely to reverse all symptoms of full-blown dementia 
(at the DAT stage), researchers are investigating earlier disease interventions for 
the pre-DAT stages (Petersen et al., 2005; Salloway et al., 2004). Such a 
therapeutic intervention is likely to realize the greatest impact (Cummings et al.,  
2007). Still a pre-DAT diagnosis is not easy to attain, as all standard diagnostic 
criteria for AD to date require the presence of a fully developed dementia 
syndrome. It has been recently suggested to substitute the requirement for 
functional decline with a positive disease-specific biomarker, which will allow us 
to make a diagnosis of AD in the pre-DAT stages (Dubois and Albert, 2004; 
Dubois et al., 2007). This would make it easier to recognize and treat AD earlier 
then currently feasible. In addition to blood and cerebrospinal fluid markers, 
neuroimaging has received significant scientific consideration as a promising in  
vivo disease-tracking modality that can also provide potential surrogate 
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biomarkers for therapeutic trials. Several noninvasive or mildly invasive 
neuroimaging techniques such as magnetic resonance imaging (MRI), positron 
emission tomography (PET) and amyloid imaging have received considerable 
attention as promising AD biomarkers (de Leon et al., 2007; Dubois et al., 2007).

Most early neuroimaging work in AD and MCI was based on several 
volumetric methods. The two most widely used methods have been the region-of-
interest (ROI) and the voxel-based morphometry techniques (VBM; Ashburner 
and Friston, 2000).  Recent development of several highly advanced 
computational anatomy techniques has revolutionized the field. This new 
technology enables us to detect and visualize discrete changes in cortical and 
hippocampal integrity and track the spread of AD pathology throughout the living 
brain.  We can now visualize regionally specific correlations between brain 
atrophy and important disease-related measures such as neuropsychological tests, 
age of onset or factors that influence disease progression. In this chapter, we will 
mostly focus on the new generation of cortical and hippocampal mapping 
techniques, while reviewing the research findings reported in the literature.  We 
will also discuss strengths and weaknesses of the various analytic approaches. 

 <A> Computational anatomy approaches for cortical analysis

The computational anatomy field is based on mathematical approaches for 
modeling anatomical structures in brain images, e.g., by using 3-dimensional 
geometrical surfaces. Computer algorithms can model individual anatomy, and they 
can also mathematically combine information from many hundreds of subjects in 
to examine feature statistics such as cortical gray matter thickness (Bakkour et al., 
2008; Dickerson et al., 2008; Lerch et al., 2008; Thompson et al., 2003), fMRI 
activation (Dickerson and Sperling, 2008), metabolism (Apostolova et al., 2008d) 
or molecular pathology at the group level (Braskie et al., 2008).  Some of the most 
sophisticated methodologies rely on alignment of cortical features such as 
gyral/sulcal landmarks identified either by hand or with computer vision 
approaches followed by statistically-guided detection of subtle brain changes 
associated with prognosis, treatment, or other factors of interest. These 3D cortical 
statistical maps may also be based on serial scanning of a group of subjects over 
time (e.g.,(Gogtay et al., 2004)). The resulting animations, or time-lapse maps, can 
reveal the trajectory of disease, or compare how different drug treatments resist the 
spread of the disease ((Thompson et al., 2008; Thompson et al., 2004c)). 

T1-weighted magnetic resonance imaging (MRI) reveals several 
characteristic features of DAT-related neurodegeneration. These include 
progressive enlargement of sulcal and ventricular CSF spaces, and diffuse cortical 
and white matter atrophy. The sequence of DAT pathologic changes in the human 
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brain follow a characteristic sequence, which is now widely agreed, and relatively 
well understood. The neurofibrillary tangles deposit first in the entorhinal cortex 
and the hippocampus followed by the rest of the limbic system and the rest of the 
neocortex with a posterior to anterior trajectory; the neuritic plaques also show a 
posterior to anterior trajectory – plaque deposition typically starts in 
temporoparietal cortices and spreads to the frontal association cortices (Braak and 
Braak, 1991). AD is also associated with neuronal shrinkage and death, neuropil 
loss, and intracortical myelin reduction (Duyckaerts and Dickson, 2003), which are 
all thought to be responsible for the atrophic changes seen on structural MRI 
sequences. Prior to assessing the extent and severity of cortical atrophy on an MRI 
scan, one first has to isolate the cortical gray matter mantle. Many tissue 
classification methods have been developed to quantify the amount of gray and 
white matter tissue loss by assigning each image voxel to a specific tissue class. 
Some of the most recent tissue classifiers rely on sophisticated Bayesian methods 
accounting for the statistical likelihood of finding each tissue type at each location 
in a stereotaxic space (Ashburner and Friston, 2000; Ashburner and Friston, 2005) 
to fit statistical models to the MRI signal intensities in a scan, while adjusting for 
spatial intensity distortions resulting from magnetic field non-uniformities in the 
scanner (Shattuck et al., 2001; Wells et al., 1996).

The computational anatomy based cortical thickness approaches are related 
to the simpler but widely used VBM method. The VBM method computes a local 
measure of gray matter volume called ‘gray matter density’ (GMD). GMD is the 
proportion of tissue segmenting as gray matter in a small spherical region (typically 
of 10-12 mm radius) centered at that point (Thompson et al., 2001; Wright et al., 
1995). GMD is easy to measure, as it does not require accurate modeling of the 
inner and outer cortical surfaces in each scan. The implicit spatial smoothing of the 
method renders the technique quite robust to image noise. The few shortcomings of 
technique result from the risk of errors due to misregistration of data into the 
common space or from potential interactions between diagnosis and registration 
errors (Bookstein, 2001; Thacker, 2003). The VBM methodology was recently 
improved and nowadays relies on alignment of brain scans into a common space 
while adjusting for complex shape differences (Ashburner, 2007; Chiang et al., 
2007) resulting in improved power to detect atrophy in multi-subject studies. An 
entire field of nonlinear registration methods has emerged to automatically reshape 
anatomical scans to match a common brain template, often using fluid 
transformation models with millions of parameters (see (Klein et al., 2008), for a 
head-to-head comparison of these methods). 

These fluid transformations, which align anatomy from one scan to another, 
may also be used to create detailed maps of atrophy occurring over time within a 
subject, or in a group of subjects. The resulting approach, called voxel compression 
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mapping (Fox et al., 1999) or tensor-based morphometry (TBM; (Lepore et al., 
2008; Thompson et al., 2000), can reveal the regions and rates of atrophic changes 
in 3D throughout the brain. Population studies using TBM have revealed identified 
where atrophic rates in elderly subjects are related to genetic risk factors (e.g., the 
ApoE2 protective gene;(Hua et al., 2008)), to cardiovascular risk factors such as 
body mass index (BMI; (Raji et al., 2009)) and to levels of amyloid pathology 
measured in spinal CSF (Leow et al., 2008). Current efforts are examining which 
fluid registration methods have the greatest statistical power to capture disease 
effects and changes that are correlated with declining cognition (Yanovsky et al., 
2009).

Some cortical computational anatomy techniques have evolved feature 
alignment even further by matching as precisely as possible the ubiquitous 
cortical anatomical landmarks, such as sulcal lines. This results in further removal 
of possible confounding variance due to potential mismatch of cortical anatomy 
across subjects (Thompson et al., 2001). One of these techniques, termed cortical  
pattern matching (Thompson et al., 2004c), is illustrated in Figure 1.1. This 
method derives a 3D outer surface mesh of each subject’s brain onto which any 
imaging variable of interest (such as for instance cortical thickness, PET, fMRI 
signals) is then mapped with great anatomical precision after taking full 
advantage of the detailed morphologic knowledge provided from each subject’s 
sulcal map. As well as matching the entire cortical surface from one subject to 
another, a higher order correspondence is also enforced to match a large network 
of 3D sulcal curves lying in the cortex. This matching is achieved using 
mathematical methods from differential geometry such as covariant PDEs (Joshi 
et al., 2007; Thompson et al., 2004c), implicit function methods (Leow et al., 
2005), harmonic maps (Shi et al., 2007a), diffeomorphic currents (Durrleman et 
al., 2008) or the Ricci flow method (Wang et al., 2008). The mathematics 
underlying these methods is often complex, with several new concepts in 
mathematics being applied to ensure that the mappings match landmarks precisely 
while remaining invertible and one-to-one (a property ensured by using 
“currents”), and with minimal metric distortion (a property enforced using the 
Ricci flow, which was used to prove Fermat’s last theorem; (Perelman, 2002)). 
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Figure 1.1 Schematic of the cortical pattern matching technique 
(Thompson et al., 2003). After alignment to a standard coordinate space and 
removal of the skull and soft tissues, a 3D hemispheric model is derived onto 
which the sulcal lines are drawn. Sulcal maps are then averaged with the spherical 
flow model. Each individual’s gray matter thickness is estimated using the 
Eikonal fire equation and mapped onto the 3D hemispheric models prior to group 
averaging and statistical comparisons. 
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Because cortical patterns are aligned across subjects, sharp boundaries 
may emerge in the resulting maps differentiating tissue that is relatively spared 
(e.g., primary sensorimotor cortex) from other areas that are greatly impaired 
(e.g., the surrounding association cortices). As well as improving localization of 
cortical deficits relative to anatomical landmarks, the alignment of cortical  
features can improve statistical power. These surface-based mapping methods 
were initially developed to examine cortical gray matter atrophy and its clinical  
correlates, but they have recently been extended to show that cortical thickness is 
correlated with functional activation observed with functional MRI (Lu et al., 
2009; Rasser et al., 2005) or PET (Apostolova et al., 2008d), and with event 
related potential data (Michie et al., 2009), and PET-based measures of amyloid 
plaque and tangle burden (Braskie et al., 2008).

In AD research, cortical atrophy is a major area of study. The cortical 
thickness measurement, as a proxy measure for cortical atrophy, can be defined in 
several different ways, including via the Eikonal equation (Thompson et al., 
2005b), which seeks the shortest path joining both the inner and outer cortical 
sheets, or by line-integral convolution (Aganj et al., 2009), which adjusts the 
thickness measure for the partial voluming of cortical gray matter voxels with 
white matter and CSF. One approach we developed for cortical thickness 
measurement is based on the Eikonal fire equation with fully 3D front 
propagation (Thompson et al., 2005b). It quantifies the distance of cortical gray 
matter voxels from the gray/white interface, progressively coding voxels from the 
inner to the outer cortical surfaces. The method also uses local topological criteria 
to avoid mis-coding voxels on sulcal banks that are adjacent to each other 
(Thompson et al., 2005b). The cortical thickness measurements (in millimeters) 
are plotted at each point on the 3D cortical surface model extracted from the scan. 
Thickness data across subjects is combined by applying a flow field in spherical 
coordinates using standard spherical coordinate system as a reference grid onto 
each subject’s cortical surface prior to averaging the data. Additional precision is 
added from the information contained in the sulcal/gyral landmarks when 
averaging data from corresponding cortical regions (Thompson et al., 2004c). 
This method allows pixel by pixel averaging of values of cortical thickness across 
all subjects and helps to reinforce consistent features, identifying systematic 
patterns of atrophy. Once each subject’s thickness data is aligned to a common 
space statistical models are fitted to the thickness measurements at each surface 
point. The results are displayed in the form of a 3D statistical map, which 
illustrates the regional significance of the findings. 

Regional effects are immensely important for any non-uniform disease 
process, as is the case in AD. In addition to regional findings, the overall 
significance of the statistical map can be assessed using formulae for the 
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distribution of features in Gaussian random fields, or by using permutation 
methods, which randomly assign subjects to groups to find out how likely effects 
are to occur by accident (Thompson et al., 2004c). These cortical thickness maps 
have been validated by (1) examining the stability of cortical thickness measures 
in repeated scans over time (which is around 0.15mm; (Sowell et al., 2008)), and 
by (2) showing that the recovered average 3D pattern of thickness agrees well 
with post mortem measures derived in independent samples by von Economo 
(von Economo, 1929). The trajectory of cortical thinning over the human lifespan 
was recently mapped in 176 subjects aged 7 to 87, documenting the rapid attrition 
of cortical gray matter in temporal lobe areas late in life (Sowell et al., 2003a),  
with some subtle sex differences (Sowell et al., 2007). Such normative data on the 
expected cortical thickness and its variance at different ages in healthy 
populations has been useful for detecting characteristic patterns of abnormal 
cortical thinning in many disorders, including ADHD (Sowell et al., 2003b), 
schizophrenia (Thompson et al., 2008), bipolar disorder (Bearden et al., 2007), 
Williams syndrome (Thompson et al., 2005b), Tourette syndrome (Sowell et al., 
2008), epilepsy (Lin et al., 2007), HIV/AIDS (Thompson et al., 2005a) and in 
chronic methamphetamine users (Thompson et al., 2004b).

Sulcal landmarking assures precision, but it comes at a price – it can be 
quite time-consuming. Several groups are thus attempting to develop a method for 
automated matching of cortical features by matching mean curvature maps using 
information theory (Wang et al., 2005) or by attempting to find cortical sulci 
automatically, using approaches known as graph cuts methods (Shi et al., 2007b) 
or by fitting geodesic paths between umbilic points on the surface (Liu et al., 
2008). 

3D surface-based analyses have documented the relentless progression of 
AD pathology-driven changes from pre-DAT (i.e., the MCI stage) to moderate 
DAT (Apostolova et al., 2007b; Thompson et al., 2003). The sequence of cortical 
atrophy follows the expected spread of DAT changes described by Braak and Braak 
based on sectioning post-mortem brain tissue of DAT patients (Braak and Braak, 
1991) (see Figure 1.2). Among the many explanations proposed for this sequence 
are the notion of retrogenesis (Reisberg et al., 1999) - in which the earliest-
developing brain regions (typically primary cortices) are the last to be affected by 
cortical atrophy in AD. The primary cortices are most heavily myelinated, which 
may protect them from the burden of AD pathology; by contrast, the high plasticity 
and metabolic load of the medial temporal lobes may make them more vulnerable 
to AD-related cell death. Recent time-lapse maps suggest the degenerative 
sequence is in some respects the opposite of the sequence of cortical maturation in 
childhood (Gogtay et al., 2004). Cortical development mirrors the evolutionary 
sequence in which functional areas of the cortex appeared; the primary cortices, 
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which support the most primitive functions, mature earliest in infancy and remain 
the least vulnerable to AD pathology in later life. 

Figure 1.2 shows several useful applications of the cortical pattern 
matching method that have advanced structural MRI research in AD. Spatially-
detailed maps have been used to compare the extent of atrophy between subjects 
with MCI and early DAT (Apostolova et al., 2007b) (Figure 1.2, second row). 
They have also illustrated the sequence of cortical degeneration in DAT subjects 
over a 1.5 year period (Thompson et al., 2003) (Figure 1.2, third row). Another 
application is to show differences between various neurodegenerative disorders 
such as for instance between dementia with Lewy bodies, the second most common 
neurodegenerative dementia in the elderly and DAT (Ballmaier et al., 2004) or 
between two distinct phenotypes of the same disorder – as in early- and late-onset 
DAT (Frisoni et al., 2007) (Figure 1.2, fourth and fifth row). In the latter study, age 
of DAT onset clearly shows a profound effect. Subjects diagnosed with DAT before 
the age of 65 (early onset Alzheimer’s dementia, EOAD) show profoundly greater 
cortical involvement relative to age-matched controls (19.5% atrophy) relative to 
subjects with age of onset after 65 years (late onset Alzheimer’s dementia, LOAD; 
11.9% atrophy relative to age-matched controls (Frisoni et al., 2007). Such data 
implicate age as a critical factor in how much gray matter loss is necessary for 
cognitive decline in different age groups. 
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Figure 1.2. Utility of the cortical pattern matching method in structural 
MRI analyses. Top row: schematic of Braak and Braak amyloid staging.  Second 
row: crossectional comparison of MCI vs. very mild DAT patients. Third row: 
longitudinal study of atrophy progression in DAT subjects (also see 3D animation 
sequence located at http://www.loni.ucla.edu/~thompson/AD_4D/dynamic.html). 
Fourth and fifth row: cross-sectional comparison of early vs. late onset DAT.  

Using similar computational anatomy techniques other research groups 
have reported consistent findings. Lerch et al. (2005) reported 18% thinner 
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cortices in mild to moderate DAT subjects relative to healthy controls in a 
regional pattern consistent with the one depicted in Figure 1.2. In the MCI stage 
the differences seemed to localize to the entorhinal and lateral occipito-temporal  
cortices (Singh et al., 2006). Another research group developed a set of 9 ROIs 
based on the regions that best differentiated DAT from cognitively normal elderly 
(Dickerson et al., 2008). These included the medial and inferior temporal, 
temporopolar, supramarginal and angular, superior and inferior frontal, superior 
parietal and precuneus regions). They termed the combination of these ROIs 
above “the cortical signature of DAT”. Cortical thinning in these predefined 
regions was robust across four independent DAT samples (Dickerson et al., 2008) 
and was also present in subjects with questionable DAT who later progressed to 
mild DAT (Bakkour et al., 2008). 

In recent years, we have also used cortical pattern matching to improve the 
precision of mapping and empower the statistical analyses of functional 
neuroimaging data of DAT subjects (Figure 1.3). In a longitudinal PET study, 
cognitively normal subjects who demonstrated cognitive decline over a 2-year 
period showed 10-15% interim metabolic decline in posterior cortical areas 
including lateral temporal, parietal and occipital cortices as well as the posterior  
cingulate and precuneus (Apostolova et al., 2008d) (Figure 1.3, top panel).

 Molecular imaging has revolutionized DAT imaging research. Several new 
compounds capable of selective binding to aberrant intra- and extracellular protein 
deposits are increasingly pursued for their potential ability to visualize AD 
pathology in the pre-symptomatic latent disease stages. One recent [18F]-FDDNP 
study (Braskie et al., 2008) examined the relationship between cognitive 
performance and amyloid/tau deposition in 10 cognitively normal, 6 MCI and 7 
DAT subjects. We reported significant correlations between [18F]-FDDNP binding 
and mean cognitive performance on a cognitive battery consisting of three episodic 
memory and three executive tests (calculated as the average Z score from the six 
individual test Z scores for each subject) (Figure 1.3; bottom panel). Next, we 
grouped the subjects based on their cognitive performance in four groups – a 
highly performing cognitively normal group (average Z=2 corresponding to 2 
standard deviations (SD) above age-adjusted norms), a group performing as well as 
expected for age (averages Z=0), a group performing on average 2 SD below age-
corrected norms (Z=-2) and a cognitively demented group with an average Z score 
=4. A time-lapse movie illustrating the progressive [18F]-FDDNP cortical binding 
with worsening cognition (see Figure 1.4) may be viewed at 
http://www.loni.ucla.edu/~thompson/FDDNP/video.html. This movie sequence 
shows a striking resemblance to the previously documented spread of cortical 
atrophy over 1.5 years in DAT subjects (a cortical atrophy time-lapse movie can be 
viewed at http://www.loni.ucla.edu/~thompson/AD_4D/dynamic.html) and the 
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Braak and Braak amyloid staging based on pathologic investigation of post mortem 
specimens shown in Figure 1.1 (Braak and Braak, 1991). 

Figure 1.3. Utility of the cortical pattern matching method in functional 
analyses.  Top panel: longitudinal FDG PET metabolic decline in a typical DAT 
pattern in elderly subjects over 2 years. Bottom panel: significant associations 
between cognitive performance and [18F]-FDDNP cortical binding.
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Figure 1.4. Gradual increase in [18F]-FDDNP cortical binding with 
declining cognitive perfromance (also see 3D animation sequence located at http://
www.loni.ucla.edu/~thompson/FDDNP/video.html).

Another important utility of the cortical mapping approaches is the 
exploration of brain-behavior correlations. DAT patients manifest with 
relentlessly progressive decline across all cognitive domains as well as with 
neuropsychiatric abnormalities. The human cortex is known for its functional 
compartmentalization. For instance, the language functions are primarily housed 
in the perisylvian areas of the left hemisphere in right-handed individuals. AD is 
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one disorder that gives us an exceptional opportunity to study these cortical 
specialization, as it is a disease that results in progressive breakdown of cognition. 
For instance, one might expect a strong linkage between declining language 
performance and cortical atrophy in the perisylvian areas of the left hemisphere as 
we have previously demonstrated (Apostolova et al., 2008a). Global cognitive 
measures, on the other hand, are expected to map onto both hemispheres. Two 
recent Mini-Mental Examination (MMSE) cortical pattern matching study 
confirms this expectation (Apostolova et al., 2006c; Thompson et al., 2001). 
Apathy is a behavioral abnormality thought to result from disruption of the 
connections of or from direct structural damage to the anterior cingulated gyrus. 
In DAT subjects, apathy maps to the posterior parts of the posterior cingulate 
gyrus (Apostolova et al., 2007a). These reports could also be credited for 
demonstrating an important parallel between cognitive decline and structural 
changes as any disease-modifying therapeutic agent should in addition to 
cognitive and behavioral improvement also demonstrate an arrest in the spread of 
brain pathology and the associated cortical atrophy. 

<B> Computational anatomy approaches for hippocampal analysis

Despite its anatomic complexity, the hippocampus is one of the most 
researched brain regions in DAT. Historically, DAT hippocampal research has 
relied on the ROI technique followed by hippocampal volume measurement and 
between-group statistical comparisons. Innumerable hippocampal volumetric 
reports have ascertained that AD-type pathology results in progressive 
hippocampal shrinkage (Jack et al., 2004) which links to memory decline (de 
Toledo-Morrell et al., 2000; Grundman et al., 2003). 

Many techniques focusing on subcortical structures proceed by first 
extracting the structure of interest from the original scan. The extraction is 
typically done by having an expert manually trace the outline of the structure on 
each successive image slice, following a standardized tracing protocol with 
explicit rules. Although such segmentation can be highly accurate in the hands of 
the experienced and knowledgeable tracer, it is highly time consuming. Because it 
is operator dependent, it is also prone to human bias. In our experience, tracing 
one hippocampus on 1mm thick coronal T1-weighted MRI sections requires 
approximately 30 minutes. Such a timeframe makes automated segmentation 
techniques highly appealing. 

Over the last few years several fully and semi-automated methodologies 
have been proposed to segment the hippocampus, but none is currently in wide 
use. Hogan et al. (Hogan et al., 2000) used a deformable template approach to 
elastically deform a hippocampal model to match its counterpart in a target scan.  
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This method was successful, but required 10-15 minutes of user interaction to 
define both global and hippocampal specific landmarks.  Other closely related 
atlas-deformation approaches have been published as well (Carmichael et al., 
2005; Chupin et al., 2007; Crum et al., 2001; Shen et al., 2002). Another approach 
called ITK-SNAP (Yushkevich et al., 2006) uses active surface methods 
implemented in a level-set framework.  In ITK-SNAP, the user must first 
determine an approximate boundary for the structure of interest, and the final 
segmentation depends to some extent on the starting position of the active 
surface.  Also, the deforming surface is driven by an intensity-based energy 
minimization functional.  This makes it very difficult to segment a structure like 
the hippocampus as local intensity information is not sufficient to determine the 
hippocampal boundary, particularly its junction with the amygdala. The technique 
poposed by Shen et al. (Shen et al., 2002) used an active contour method 
augmented by a priori shape information.  Nevertheless, that method are still 
subject to some of the same limitations as ITK-SNAP, requiring some user 
initialization. 

Fully automatic methods do not require any user input, and are usually 
based on extracting and combining some set of image features to determine the 
structure boundary.  Some commonly used features include image intensity, 
gradients, curvatures, tissue classifications, local filters, or spectral 
decompositions (e.g., wavelet analysis).  However, determining which features 
are informative for segmentation, and how to combine them is difficult without 
expert knowledge of the problem domain, and without proper features for each 
different problem, segmentation becomes very difficult.  Lao et al. (Lao et al., 
2006) used a multispectral approach to segment white matter lesions based on co-
registered MRI scans with different T1- and T2-dependent contrasts.  They used 
support vector machines (SVMs) to combine the intensity profile of these 
different scans, and perform multivariate classification in the joint signal space.  
This will only work if segmentation is possible with only these specific MRI 
signals, which in general it is not.  Powell et al. (Powell et al., 2008) also used 
SVMs and artificial neural networks to segment out the hippocampus.  Although 
they report very good segmentation for their data, their test size was small (5 
brains) and they used 25 manually selected features, which means that 
generalization to other datasets is not guaranteed.  Golland et al. (Golland et al., 
2005) proposed using a large feature pool, and Principal Component Analysis 
(PCA) to reduce the size of the feature pool, followed by SVM for classification.  
PCA does not choose features that are necessarily well suited for segmentation; it 
only chooses features with a large variance.  Therefore, the features chosen by 
PCA are not guaranteed to give good classification results.  Another common 
approach for fully automated segmentation is to nonlinearly transform an atlas, 
where the hippocampus is already segmented, onto a new brain scan, using 
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deformable registration.  Such an approach was proposed by Hammers et al. 
(Hammers et al., 2007) but its accuracy depends on the image data used to 
construct the atlas, as well as the registration model (e.g., octree- or spline-based, 
elastic, or fluid) and may have difficulty in labeling new scans with image 
intensities or anatomical shapes that differ substantially from the atlas.  A fully 
automatic extension of the level-set approach was suggested by Pohl et al. (Pohl 
et al., 2007).  In this approach the traditional signed distance function applied in 
most level-set implementations is transformed into a probability using the 
LogOdds space.  This can lead to a more natural formulation of the multi-class 
segmentation problem by incorporating statistical information into the level-set 
approach. Powell et al. (Powell et al., 2008) presented several automated 
segmentation methods using multidimensional registration, and compared 
template, probability, artificial neural network (ANN) and support vector machine 
(SVM)-based automated segmentation methods. They found that machine 
learning methods (which is the category in which our method falls) generally 
outperform template- and probability-based methods, and show promise in 
becoming as reliable as manual raters while requiring no rater intervention.

Another fully automated approach for subcortical segmentation is FreeSurfer by 
Fischl et al. (Fischl et al., 2002; Fischl et al., 2004). FreeSurfer uses a Markov 
Random Field to approximate the posterior distribution for anatomical labelings at 
each voxel in the brain.  However, in addition to this, they use a very strong 
statistical prior distribution based on the knowledge of where structures are in 
relation to each other.  For instance, the amygdala is difficult to distinguish from 
the hippocampus based on intensity alone.  However, they always have the same 
spatial relationship, with the amygdala immediately anterior to the hippocampus, 
and this is encoded by the statistical prior in FreeSurfer to separate them 
correctly.  FreeSurfer also makes use of additional statistical priors on the likely 
location of structures after scans are aligned into a standard stereotaxic space, and 
their expected intensities based on spatially-adaptive fitting of Gaussian mixture 
models to classify tissues in a training dataset.  As FreeSurfer is a freely available 
package over the internet, we have and will continue to compare its segmentation 
results to ours (Morra et al., 2007); (see section C.2.1).  This required us to 
develop some extensions of the freely available capabilities of FreeSurfer, such as 
converting its usual outputs -- multi-class segmented volumes -- into parametric 
surfaces, allowing us to compare surface-based statistical maps of disease effects, 
based on the outputs of all segmentation methods. 

Our group recently developed a new hippocampal segmentation approach based 
on a well-established machine learning approach called adaptive boosting or 
AdaBoost. Adaboost is highly underutilized in medical imaging, although it has 
generated great interest in the field of pattern recognition and other fields of 
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engineering (see (Morra et al., 2009), for a comparison with other methods). The 
algorithm requires a small set of manually traced structures of interest to 
automatically develop and learn a set of classification/segmentation rules for 
segmenting future images. Using image-based features as input, the Adaboost 
determines the combination of classifiers that can determine most accurately 
which image voxels belong to the structure of interest and which do not (i.e., 
binary output). As with other adaptive boosting methods, it is not expected that 
each of the features used has good classification ability in its own right; in fact, 
any adaptive boosting method uses so-called ‘weak learners’, with individual 
classification performance only slightly better than chance, and combines them 
effectively using the boosting strategy. 

AdaBoost iteratively selects classifiers from a candidate pool and combines them 
into a strong learner (Freund and Shapire, 1997). Features that have proven useful 
in medical image segmentation are those that can be derived from each voxel in 
all brains such as image intensity, tissue classification maps of gray matter, white 
matter, and CSF, x, y, and z stereotaxic coordinates after spatial normalization to 
the standard space (along with combinations of positions such as x+y or x*z), 
curvature filters, gradient filters, mean filters, standard deviation filters, and Haar 
filters (Viola and Jones, 2004) of sizes varying from 1x1x1 to 7x7x7. Rather than 
the algorithm developer selecting which features might help to classify the 
hippocampus, the algorithm itself uses all 20,000 or so possible features and 
retains only those that reduce the classification error on the training set. Two key 
features give Adaboost its power. First, it may be considered a “voting” method, 
in which each individual feature contributing to the classification may perform 
very poorly, only slightly better than chance (i.e., random guessing). Second, 
during training, a successively higher weight is given, at each iteration, to voxels 
that are incorrectly labeled, resulting in a classifier with extremely high accuracy. 
A good metric of the benefit of an automated approach is to see how well it agrees 
with human raters who were not involved with training it. In terms of precision, 
the agreement in hippocampal volumes between two different human raters was 
only about 3% higher than the agreement between the algorithm and the rater not 
used to train it, with all values in the 83-89% range (Morra et al., 2008).

Once the algorithm acquires sufficient segmentation knowledge from the training 
data set (typically within 48-72 hours of intense computation) it can be applied to 
the full data set. With sufficient computer power AdaBoost will segment all 
hippocampal structures from any size data set (tested successfully in over nine 
hundred subjects from the Alzheimer’s Disease Neuroimaging Initiative dataset, 
ADNI) in as little as 1 minute. The time required to train the model is 
substantially less than the time needed to apply it to new datasets, and arbitrarily 
many datasets may be segmented without needing any user interaction. 
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Undoubtedly the time saving that such a methodology assures is highly 
appealing and of critical value for large and vary large studies. However, one must 
bear in mind the implicit limitations of such approaches. Such techniques may not 
be ideal for small-scale studies, which would benefit much more from the greatest 
precision possible. Thus for small data sets it may be most appropriate to continue 
to rely on manual segmentation by experienced and highly knowledgeable raters 
with proven high inter- and intra-rater reliability. Still for any medium sized to 
very large datasets (e.g., more than 50 scans) the AdaBoost technique is 
invaluable. Another major limitation of AdaBoost lies in its dependency of the 
quality of the training data set. Any inconsistencies and inaccuracies in the 
manually traced training data set would degrade the segmentation algorithm 
underscoring again the extreme importance of having a reliable and well-trained 
human rater.  

Several papers report on the development, validation and robustness of the 
Adaboost mapping method (Morra et al., 2008a; Morra et al., 2008b; Morra et al., 
2008d; Morra et al., 2008e; Morra et al., 2008f). The initial validation report 
specifically shows that the algorithm performance compares as favorably as 
another human rater to one manual rater’s performance (used as the gold standard 
for hippocampal segmentation) (Morra et al., 2008b). Similarly it compares 
favorably to the performance of automated hippocampal segmentation Freesurfer 
technique (Morra et al., 2008a). 

Automated segmentation is a noteworthy achievement that assures fast 
segmentation of the structure of interest but it is only the first step of the research 
methodology. It can be followed by the classic simple volumetric analyses where 
volumes of the structure of interest are determined from the segmentations and 
used as numerical measures in straightforward statistical data models. The other 
possibility is to subject the segmented hippocampi to more advanced 
computational modeling approaches. These techniques can provide 3D 
visualization and result in better understanding of the regional changes of the 
hippocampal structure. One such technique – the hippocampal radial distance 
mapping approach (Thompson et al., 2004a), fits each hippocampal mesh model 
with a medial curve composed of the centroid points of each slice and then 
calculates the distance from the medial core to each hippocampal surface point 
thus providing a measure sensitive to local atrophy (i.e., the hippocampal radius 
or thickness; Figure 1.5). After 3D averaging of these shape models, general 
linear, nonlinear or correlational analyses are employed to show the relationship 
between hippocampal atrophy (or thinning) and covariates of interest, such as 
diagnosis, cognitive scores as proxy measures of disease severity, future outcomes 
(i.e., future conversion to DAT), etc. 
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Figure 1.5. Schematic of the hippocampal radial distance technique. After manual  
or automated hippocampal extraction (A), a 3D hippocampal meshed model is  
built (B) and the  radial distance to each surface point is estimated (C) and 
mapped onto the surface of each individual (D) prior to group averaging (E) and 
statistical comparisons. 

Using the radial distance and other conceptually related approaches, several 
research groups have demonstrated an astounding agreement of the hippocampal 
3D generated results with the known progression of AD pathology through the 
hippocampal structure – first affecting the CA1 and the subiculum (Apostolova et 
al., 2006b; Apostolova et al., 2008b; Apostolova et al., 2008c; Csernansky et al., 
2000; Csernansky et al., 2005) and later the CA2 and CA3 (Apostolova et al., 
2006a; Apostolova et al., 2008b; Apostolova et al., 2008c). For a review of these 
studies please see (Apostolova and Thompson, 2007; Apostolova and Thompson, 
2008; Thompson and Apostolova, 2007)

Map-based analysis of hippocampal anatomy can now be performed in 
large populations, due to the development of the automated AdaBoost technique 
described above. We recently applied the AdaBoost segmentation methodology 
paired with the radial distance mapping approach in studies of the hippocampal 
data from the baseline and 1 year follow-up ADNI data set (Morra et al., 2008d; 
Morra et al., 2008e). The two largest AD-related hippocampal studies to date, 
conducted with the AdaBoost/radial distance hippocampal approach, agree with the 
literature. Furthermore, the AdaBoost technique proved very well suited for 
diagnostic determinations (i.e., differentiating between cognitively normal and 
MCI or DAT or between MCI and DAT, Figure 1.6, top row) and for 
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demonstrating cognitive correlations between global cognitive measures such as 
the MMSE and the Clinical Dementia Rating scale (CDR) and hippocampal 
atrophy  (Figure 1.6, bottom row) (Morra et al., 2008b; Morra et al., 2008c; Morra 
et al., 2008d). The cognitive models (where cognitive measures were the predictors 
and hippocampal radial distance was the dependent variable) were found to have 
greater statistical power relative to the models using diagnostic group as the 
predictor variable (Morra et al., 2008c). While true continuous variables (in this 
case cognitive scores) generally associate with more statistical power than closely 
related categorical variables (in this case diagnosis) this finding also demonstrates 
that a diagnostic “fitting” of subjects in one of three diagnostic labels - even when 
soundly based on well-established diagnostic criteria - is an oversimplification of 
the progressive and continuous disease process. In our follow-up paper (Morra et 
al., 2008e), we searched for associations between the amount of hippocampal 
atrophy measured with the radial distance method accrued by the ADNI subjects 
over 12-month period and the associated change in cognition. While all diagnostic 
groups showed significant change in hippocampal radial distance from baseline to 
follow-up, of all the clinical covariates tested (conversion from MCI to DAT, 
MMSE, CDR scores, homocysteine serum level, systolic and diastolic blood 
pressure and education) only conversion from MCI to DAT showed significant 
association with hippocampal atrophy on the right. 
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Figure 1.6. Examples of hippocampal radial distance mapping results 
following automated AdaBoost hippocampal segmentation of the very large ADNI 
imaging dataset. Left panel: cross-sectional between group comparisons. Right 
panel: cross-sectional analyses of the association between hippocampal radial 
distance and cognitive measures. 

Hippocampal atrophy is generally perceived to be a highly desirable 
disease proxy measures that could prove useful for determination of disease-
modifying effects in clinical trials. For decades DAT clinical trial design has 
relied solely on cognitive and functional outcome measures. In recent years, there 
has been increased interest in using various disease biomarkers as surrogate 
outcome measures, even though none has quite claimed that status yet. The major 
advantages of these biomarkers would be the ability to rapidly screen potential 
drug candidates in phase II trials by evaluating their effect on the biomarker 
instead of relying on very long trial duration to show cognitive or functional 
benefit. This is expected to lead to faster evaluation of potential compounds and 
the ability to decrease phase III trial duration and to shrink the sample sizes 
necessary to detect specific outcomes. A primary prevention phase III DAT trial of 
a successful compound that reduces DAT incidence rates by 50% (assuming 6% 
incidence of DAT in the 75-79 years old and 12% incidence in the 80-84 years 
old) would need to enroll 5000 subjects and last for 5 years (Thal et al., 1997). All 
of the above benefits would result in substantial cost savings and would free 
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resources for development of more promising compounds. Furthermore 
biomarkers are the only feasible approach for quantifying disease-associated 
changes in the presymptomatic AD stage (Cummings et al., 2007). The AdaBoost/
radial distance technique seems to not only be a fast high throughput approach 
very well suited for clinical trials it also proved to be sensitive, reliable and robust 
method for application to medium to very large epidemiological and clinical trial  
datasets. 

<C> Computational anatomy approaches for ventricular analyses

Ventricular enlargement is another consistent finding in DAT. Despite its 
relative lack of specificity for any single neurodegenerative disorder (i.e., it is 
readily observed in many neurodegenerative disorders and is not as tightly linked 
to actual disease pathology as regional hippocampal and cortical atrophy are), it is 
a well documented and powerful DAT imaging biomarker (Jack et al., 2004). 
Similar to the hippocampus, the ventricles may be segmented as an internal 
cerebral structure and modeled in 3D. Some recently developed automated 
ventricular segmentation techniques have proved to be immensely useful. The 
MAFIA approach (multi-atlas fluid image alignment; Figure 1.7) for instance 
relies on fluid registration of several (usually four to six) surface-based ventricular 
models also called atlases (Chou et al., 2008b). These atlases are single subject 3D 
parametric meshes developed from manually drawn ventricular contours by an 
experienced rater. Using a Navier-Stokes viscous fluid model (Christensen et al., 
1996) these atlases are fluidly registered to the lateral ventricles of each study 
subject (i.e., diffeomorphically propagated to each unlabeled image). Each final 
individual ventricular model is derived by averaging of all mesh models obtained 
via fluid registration of the four to six initial atlases (there are four to six 
ventricular segmentations for each subject that are then averaged into the final 3D 
model used in further analyses). As is the case with the hippocampus, the 
automated approach saves time and manual effort and reduces the possibility of 
subjective bias. This is then followed by the radial distance technique as previously 
described in section <B>. Averaging of four to six ventricular models for each 
individual optimizes the extraction and minimizes any potential misregistration 
bias. Such bias is optimally minimized when no less then four atlases are applied, 
and the use of multiple atlas results in tangible gains in statistical power for 
detecting disease effects and gene effects on ventricular expansion (Chou et al., 
2007b). Using the single-atlas approach, we reported findings that agree with a 
priori hypotheses of progressive ventricular enlargement from cognitively normal 
elderly to DAT (Carmichael et al., 2007). 
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Figure 1.7. Schematic of the automated MAFIA ventricular extraction 
approach followed by radial distance mapping for ventricular analyses. 

Using the MAFIA approach our group recently mapped the 3D pattern of 
ventricular differences between AD and cognitively normal subjects and between 
ApoE4 carriers and non-carriers in a relatively small sample of 17 DAT and 18 
cognitively normal subjects (Chou et al., 2007a). AD subjects showed significant 
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posterior and superior expansions of the lateral ventricle relative to controls while 
ApoE4 carriers demonstrated mainly superior horn dilations relative to ApoE4 non-
carriers. In one of the largest ventricular mapping studies to date using 80 DAT, 80 
MCI and 80 cognitively normal controls from the ADNI data set, ventricular 
enlargement provided excellent power for discriminating DAT or MCI from 
cognitively normal subjects (Figure 1.8, left panel) (Chou et al., 2008a). CDR and 
MMSE scores showed the expected strong linkage with ventricular enlargement 
(Figure 1.8, first and second row of the right panel). The presence of depression 
likewise showed linkage to ventricular enlargement in the full sample (Figure 1.8, 
third row of the right panel), which could be partly attributed to its increasing 
prevalence with disease severity. The authors also investigated the associations 
between several CSF DAT biomarkers (Amyloid β  or Aβ 1-42, Tau, 
phosphorylated tau or pTau, as well as the ratios Aβ 1-42/Tau and Aβ 1-42/CSF 
pTau). CSF Aβ 1-42 was the only CSF biomarker that showed a significant 
positive association with ventricular radial distance (Figure 1.8, bottom row of the 
right panel). 
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Figure 1.8. Examples of hippocampal radial distance mapping results 
following the automated MAFIA ventricular segmentation approach of ADNI data. 
Left panel: cross-sectional between group comparisons. Right panel: cross-
sectional analyses of the association between hippocampal radial distance and 
clinical and laboratory measures known to assciate with DAT.

<D> Conclusions:

A major advantage of computational anatomy techniques is that the track 
the disease process in 3D, revealing the dynamic sequence in which brain 
structures are affected. In longitudinal studies, where subjects are scanned 
repeatedly over time, time-lapse movies can be reconstructed to show the evolution 
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of cortical (Thompson et al., 2004c) and hippocampal atrophy (Apostolova et al., 
2008b; Apostolova et al., 2008c), and plaque and tangle deposition (Braskie et al., 
2008). The agreement between these tracking methods with post mortem pathology 
suggests that detailed measures of disease progression are obtainable in the living 
brain, even before cognitive decline is detectable using clinical criteria.  

Initial tests of these approaches in clinical trials suggests that differences 
between comparable medications can be tracked over intervals as short as 3 
months, using cortical modeling and successive MRIs (Thompson et al., 2008). For 
disease biomarkers to be valuable measures in a clinical trial, they must be not only 
sensitive to subtle changes, but also efficient to measure. As publications emerge 
from the ADNI initiative (Jack et al., 2008), the most high-throughput methods 
have been those for automatically segmenting the hippocampus, where close to a 
thousand scans have been analyzed in a single analysis (Morra et al., 2008e; Schuff 
et al., 2009). Similar approaches for automated segmentation of the ventricles and 
caudate have also shown high efficiency and detection sensitivity ((Apostolova et 
al., 2009; Chou et al., 2008b). Some approaches, such as tensor-based 
morphometry, are ideal for mapping the profile of atrophy throughout the whole 
brain in 3D, and are especially suitable for detecting changes in the white matter, 
which other morphometric approaches may overlook.  All of these automated 
measures show a robust and reliable association with diagnostic categorization and 
with several measures of disease progression, including CSF-based measures of 
pathology. Currently many of these methods are being compared head-to-head in 
terms of their ability to detect slowing of AD in a clinical trial setting. Ultimately 
the approaches used are likely to be those that detect changes over the shortest 
follow-up intervals, require the smallest sample sizes, and those that are the most 
efficient to apply. 
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